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ABSTRACT 
In this study, the principles and performance of a new morphological filter for the restoration and visual 
reconstruction of sparse images is given. Such images arise from very noisy transmission and also from 
systems or sensors ·of limited spatial capabilities, such as stereo depth images or laser range finder data. Good 
restoration was achieved using this new filter method. The filter functions by using 'good' pixels as seed 
points from which spatial propagation occurs in a regular manner during successive iterations. The seeding 
filter has a high restoration gain or ratio of restored pixels to seed pixels. 

Contemporary methods of visual reconstruction based on a "weak membrane" analogy and other convolution 
based methods are reviewed and compared. Also see [11] for further aspects of reconstruction. We apply this 
filter to grey scale images which have lost between 50 and 95% of the data and also to colour images for which 
other convolution based methods are not applicable. The impulse noise may have a single value or range or 
multiple ranges. This method requires that the data can be segmented from the noise impulses by means of 
thresholds. On a grey scale face image which had lost 95% of its data, the restored image had a signal to noise 
ratio of I6dB and all features were clearly discernible. The filter had an 8 pixel neighbourhood and took less 
than 0.3 second per iteration to filter the image on a Sun 4 Work Station. 

1.1 Introduction 
An image that has lost more than half its data is 
termed a sparse image. Determining the appropriate 
values for missing pixels which have been replaced 
by noise impulses has been traditionally called image 
restoration. However following the important work 
of Blake and Zisserman,[1] this process now is 
commonly termed image reconstruction. In this 
paper we are concerned with image reconstruction 
where the fraction of data pixels may be I 0% or less. 
Such images arise from heavily corrupted 
transmission or from systems with low spatial 
resolution. Morphological reconstruction is an 
approach to solving the research problem of 
regularising sparse data but has been used to remove 
scanner noise from satellite images. Restorable 
images include images subject to "salt and pepper" 
noise or impulse corruption of black dots or zero 
impulses and white dots of maximum value 
impulses. 

The term morphological filter normally applies to 
filtering binary images using binary structuring 
elements and opening/closing operations. [I2] Here 
we are concerned with grey scale or colour data but 
the processing is binary in the sense that processing 
depends only on whether the pixel being restored is a 
member of the image data set or a member of the 

impulse corruption set. In the seeding method, pixels 
are replicated at pixel sites containing "good" ie non-
noise impulse pixel values. 

Basic filters which use smoothing or median value 
statistics are ineffective when 50% or more of the 
image is lost.[5],[6]. By using these morphological 
filters, far better results are obtained for image 
restoration. It is a requirement of these filters that 
the range of the image corruption is known a priori. 
If the image is sparse in a conventional sense, 
corrupted pixels having a grey level of zero, tests 
may be made on the pixel neighbourhood to ascertain 
a better grey scale value for the restored image value. 
The original image will also contain pixels in the 
same set as the interference. This will not matter if 
the range of impulse values is not too large. 
Satisfactory results have been obtained with 
interference ranges of up to one third of the image 
grey scale range. The success of the method relies on 
a normal level of correlation within the original 
colour or grey scale image. A random image cannot 
be restored whereas the improvement in conventional 
images, a human face for example is quite marked. 
Iterative fixed mask based smoothing methods which 
minimise data errors [I] start to slow down 
drastically when image impulse noise corruption 
rises above 90% due to the small support region of 
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these methods. An earlier non-iterative method 
which gave much greater grey spatial dislocation and 
hence poorer results was reported in [2]. Because 
morphological filters replicate existing image data 
values, they may be used effectively on grey scale 
data or colour index values for 8 bit RGB images 
using a common look up table for the RGB values. 
Other restoration methods such as those by Blake 
and Zisserman or C-F Westin cannot be used for 
colour in this way. 

In a more general sense, the reconstruction 
problem can be regarded as fitting a surface to a 
sparse or scattered set of points in a rectangular 
domain, D. This problem appears particularly in 
geographical and geological problems where a 
sparse set of measurements is available and a most 
likely value is required over a full set of points in a 
rectangular domain, D. In processing of impulse 
corrupted pictorial data, the problem is slightly 
different in that the impulse values will intersect 
with part of the image data which will therefore be 
lost when that part of the data set is thresholded out 
and replaced. As long as the fraction of the image 
data is not too great, the restoration will be 
successful. A sparse face image in which a third of 
the image data was lost in thresholding gave a 
satisfactory restoration. 
This problem of sparse data regularisation has been 
solved by interpolation using polynomials but this 
method has significant problems. Firstly the 
surface generated exhibits an oscillatory nature 
even for polynomials of low degree. Also the 
surface may be non-singular and the system can be 
ill-conditioned.[8] The morphological methods 
discussed here are of low complexity and are stable 
if due consideration is given to possible recursive 
effects. 

1.2 Morphological Filter Principle 
The morphological filtering method may be 
performed either on a propagation basis or a nearest 
good neighbour (NGN) basis. In the pixel 
propagation method termed the seeding method, if 
the current pixel is a 'good' data value ie not a 
member of the impulse pixel set, it is propagated to 
its noise impulse valued neighbours. In the second 
earlier method, the NGN method, the value of the 
current image pixel is checked and if it is within the 
interference range, a data pixel from its nearest good 
neighbour is copied to it. These methods differ from 
rank filtering in that no ranking of the pixel values is 
attempted and that the output depends on spatial 
relationships, not rank order. Restoration methods 
may use separate buffers or a single buffer for input 
and output. Recursive effects may occur with 
iterative methods and a single buffer. These manifest 
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themselves as excessive streaking in the restoration. 
In this study, a seeding method using a 3x3 
neighbourhood was used for the colour image 
restoration and the output iterated until the SNR 
became essentially constant. For the grey scale 
images, the seeding method was used using a 3x3 
pixel neighbourhood. Below a seeding method of-
restoration is shown restoring the four connected 
neighbouring pixels. 

Search Area 

D 0 • • ,1' "good" pixel" 

D 
D :::1~0 

D 
noise impulse 

0 
"Good" pixel propagates to all 
corrupt neighbouring pixels 

0 

Figure 1. Pixel propagation details for seeding 
method. 

1.3 Objective Image Restoration 
Measures 
In our studies we have used as an objective measure 
the signal to noise ratio (SNR) commonly used for 
the fidelity of a processed image to its original form. 
This measure is the summation over all rows and 
columns of the original image pixel brightness values 
f squared divided by the sum of the differences 
between the original image f and the restored image 
values g squared expressed in decibels. 

or for colour image restoration, 

SNR = 1 O.log{:EI:(r2 + i + b2 ) I 

2 2 2 I:I:[(r-R) +(g-G) +(b-B) ]} 

(I) 

(2) 

where the summations EE, are over all image rows 
and coluinns and (r,g,b) and (R,G,B) are the colour 
components of the original image and the restored 
image respectively. 

Finally the normalised mean square error for grey 
scale images is the ratio of the summation over the 
image of the errors squared to the summation of the 
original image values squared. 

NMSE = I:E{f- g)2 /EE Cr) (3) 

This may be extended to colour on the same basis as 
the SNR measure shown above 

Winter 1995 



56 

Another method which does not require the original 
uncorrupted image, is to count the corrupt pixels 
remaining and to iterate until the number of corrupt 
pixels is equal to the the average image pixel 
popularity.as judged by the number of image pixels 
divided by the number of image data values or colour 
indices. Alternatively the iteration can be terminated 
when the number of corrupt pixels is zero. 

1.4 Operation of Filters 
The nearest good neighbour filter operates by 
searching the current window for a good pixel, or 
one not a member of the corruption pixel set and 
copies it to the current location if it is a noise 
impulse. If this type of restoration is used on a 
"single pass" basis, a relatively large reconstruction 
window is required. Iterative methods using small 
windows reduce spatial errors and give better results 
at a minor expense in speed and complexity. Earlier 
methods of search using a "successive row search" 
inside the restoration window are satisfactory at 
lower image data loss levels, of the order of 80% or 
less but for impulse noise levels greater than 80%, an 
iterated approach gives superior results. 

On the other hand, the seeding method may restore 
up to 8 pixels at once by using the current "good" 
pixel as a restoration site and replicating it to any 
corrupted 8-connected neighbours. 

The seeding or pixel replication method is essentially 
the complement of the NGN method. Using the 
terminology of morphology, the seeding filter may 
be regarded as performing the fundamental operation 
of dilation. For this filter for an image X and 
structuring element B and Noise pixel set N, 

XEElB := {x:BxriX!=N} (5) 

Thus the output for the seeding restoration is equal 
to the set of pixels formed by the intersection of the 
structuring element Bx with any pixel which is not a 
member of the noise pixel set N. This defmition 
holds for brightness values for grey scale images or 
colour indices for RGB colour images. 

In grey scale morphology, the output brightness 
value for dilation is the maximum value of the sum 
of the structuring element brightness Bx and the 
image brightness X within the region of intersection. 
In this method there is no addition of pixel values, 
only replication of existing values. For this reason 
the terminology of binary data morphology has been 
applied. The structuring element B is a 2x2 or 3x3 
block of pixels resulting in a replication of the 
central pixel value to the four connected or eight 

connected neighbours. Other structuring elements 
such as a cross are possible. 

1.4.1 Recent Methods of Sparse Image 
Restoration 
A summary of recent methods of sparse image 
restoration methods from the 80's onwards is as 
follows: In 1981, Grimson developed a restoration 
method based on fitting a "thin plate" to sparse data 
on a minimum energy basis.[2] The surface could 
bend but could not conform to a step change. 
Terzopoulos continued this work and extended it to a 
consideration of discontinuities or steps in the 
reconstruction.[l2) He also developed a multi-grid 
based method for faster convergence. Blake and 
Zisserman [1] developed surface reconstruction 
methods using weak continuity restraints as 
described in the following section. Horn and Schunk 
also developed methods to convert sparse optic flow 
data to dense flow maps using iterative methods and 
smoothness restraints. [9] At the other end of the 
scale rank order based methods can be used but start 
to fail at high data loss levels. A set of results for a 
face image reconstruction for different methods of 
reconstruction is shown below for comparison. 

35 -+-rank 

30 --·or 
-6-ngn 

25 -*-•eed 
SNR 20 

dB 15 

10 

5 

0 
50 70 90 

%Data loss 

Figure 2. Comparison of restored SNR values versus 
percent data loss for different reconstruction methods 
as per text. 

1.5 Restoration Using Successive Over 
Relaxation 
The Successive Over Relaxation (SOR) based 
method was developed by Blake and Zisserman [I] 
In this approach to the restoration of sparse data, a 
weak membrane is fitted to the sparse data on the 
basis of minimum membrane energy E. 

E=D+S+L (6) 

The membrane is fitted to the data on the basis of 
minimising a membrane energy E with energy term 
D for fidelity to data, S for adjacent differences 
corresponding to a gradient term and a final term L 
for step discontinuity energy, meaning region 
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boundaries or edges. Blake and Zisserman defme D 
and S as follows: 

K 2 
D =A I Ky(uk -dk) (7) 

2 2 2 S='J\, [~.(u;-u;_1 ) +~_(uj-uj-l)] (8) 
1,) 1,) 

The term L cannot be used with sparse data as 
discussed below. The frrst term D is the sum of the 
squares of the differences between reconstructed 
image points and the original noisy or sparse data. A 
is the image area in pixels and K is the number of 
sparse data pixels. Term S is a sum of the horizontal 
and vertical gradients squared over the image 
domain. The symbol A. is a scale factor and was set to 
one pixel for sparse data in line with [1]. The 
gradient term S attempts to make the restored image 
as flat as possible. Note single subscripts have been 
used for the row and column subscripts to simplify 
the expression for S. Also note that this is the form 
for zero step or line discontinuity processes. The 
third term L penalises image brightness steps or line 
discontinuities mentioned above. The term L has th~ 
effect of minimising the perimeter or edge length 
around areas of constant brightness. For sparse data, 
this term cannot be used as edges cannot be located 
unambiguously due to the non-uniformity of the data. 

A gradient descent solution to the problem of 
restoration of sparse images can be used. By 
equating the rate of ch~ge of the membrane energy 
E with respect to image grey level u to zero, an 
equation may be formulated for fmding image grey 
levels. For the case of sparse data, the step energy 
term. is not used as the edges cannot be located 
unambiguously so the line step energy term is set to 
zero. In that case, the reconstruction becomes 
entirely deterministic. 

We minimise E w.r.t changes in u(ij) and note that 
at the minimum, 
a E I a u ; . j = 0 , V i (9) 

This equation may be solved at all pixel sites by 
making small changes in u, the image brightness and 
accepting those that reduce E. A more rapid method 
which is used here is to utilise energy gradient 
information to converge on the solution. 

ui+1=u;-(aE/8u)w/T . (10) 

The convergence rate is determined by wand T. w is 
set between 1.0 and 2.0 as discussed later. T is set to 
ensure convergence for the value of w used. 
Maximum gradient descent or successive over 
relaxation (SOR) will speed up the iterative solution 
to the fmal grey levels. Sparse images or images 
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corrupted by impulsive distortions such as salt and 
pepper noise may be restored using this relaxation 
technique which stabilises after a fmite number of 
iterations depending on the degree of corruption. 
Pepper and salt noise refers to impulse corruption of 
black and white dots. For the 8 bit grey scale images 
used in this study, images with 50% data loss 
converged after some ten iterations whereas a 90% 
data loss image took about 50 iterations to converge 
to within 1 grey level point in 8-bit data. 

1.5.1 Restoration Parameters 
The successive over-relaxation parameter w may be 
set in the range 0-2. The case w ~ 1 corresponds to 
Gauss-Seidel iteration for images with large spatial 
digitisation values. For 256 x 256 pixel images, the 
difference from I will be very small, less than 0.01 
%. Values of w between 1.0 and 2.0 give over-
relaxation and faster convergence. Values close to 
2.0 caused image distortion but a value of 3/2 used 
here gave rapid convergence without image over-
ranging for a 512x512 image. See [8] for further 
discussion of speed of convergence. The scale factor 
A., which may be regarded as a scale or smoothing 
factor, has a range of one to 32 pixels. In line with 
[1], a value of unity was used to obtain the SNR 
figures given below. It should be noted that the 
optimum value ofw, the SOR parameter is related to 
A. as follows: 

w = 2/(1+ l!(f....fi )). For A. = I, w ~ 1.2 (11) 
See [1] for further discussion ofw, A.. 

1.6 Pixel Region Considerations 
For images with a greater fraction of corrupted 
pixels, a larger number of iterations is required for 
restoration. For very high levels of corruption, more 
and more null values will result in slow restoration 
due to zero propagation of interference pixels. For a 
90% corrupted image, a 3x3 pixel block size gave 
good results. It is important to minimise the pixel 
neighbourhood replication area and to copy pixels in 
an omnidirectional way, ie to replicate the pixel that 
is truly closest to the current pixel position, to 
minimise spatial bias in the restored image. 

1. 7 Restoration Colour Errors 
Morphological restoration of the type currently 
discussed will always replicate the data in the 
original image. Therefore there will be no new 
colours in the replicated data. There will be errors 
when rapid changes in colour occur at different 
image neighbourhood boundaries for example. As 
data values become sparser, colour errors will occur 
more frequently and the requirement for further 
processing increases. Post-processing using median 
filtering of colour indexes will reduce splatter due to 
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inter-mingling of colours at image regions of 
different colours or rapid changes in colour. Post-
processing of the restored data will increase SNR by 
more than 1dB . Smoothing filters can be used for 
post-processing filters for grey scale images but not 
for colour pictures. Median filters will reduce 
splatter due to colour intermingling at image region 
boundaries by rejecting outliers caused by replication 
of pixels from a different colour region, giving a 
small but significant improvement. 

1.8 Colour Results, NGN Restoration 
A colour street scene was corrupted by null value 
impulses at 50% and 90% data losses. The colour 
reconstruction whilst having appreciable artefacts 
was again much more pleasing than the corrupted 
image. Colour restorations in grey scale form are 
shown here. 

Colour Restoration Results: Street Scene 

%Data Loss 
50 
90 

SNR 
3.06 
5.78 

Restored SNR 
19.02. dB 
14.22 dB 

The restored images were generated using an iterated 
seeding based method. 

1.9.1 Discussion Of Colour Restoration 
The restored street scene image shown in figure 7 
was generated from the 50% data loss street scene 
picture corrupted with zero value impulses or black 
dots. The restoration used the seeding method and a 
3x3 window. Subjective examination of the 
restored image showed that the image was 
essentially identical to the original uncorrupted 
image. Closer examination showed a few colour 
spots which were different to the original. The 
restoration of the 90% data loss image corrupted 
with white dots shown in figure 8 gave a 
recognisable image but with heavy loss of fine 
detail, as the pictorial results show and very ragged 
colour regions These effects are quite severe for 
reconstruction of images with I 0% or less of the 
original data. 

1.9.2 Discussion, Grey Scale Restoration 
For the data presented here, the Lena image at 
corruption levels of 50%, 90% and 95% data loss 
were investigated. This was done by setting to zero 
the image pixels at random locations at the above 
percentages. Image data was in 8 bit grey scale 
format. Pictorial results are given in figures 3-7 
showing the 90 and 95% grey scale restorations and 
the original and the 90% data loss image. SNR 
results are tabulated as shown below. Even at 99% 
data loss a face was obtained with recognisable 

features without post-processing. On grey scale 
images, after morphological restoration, smoothness 
based techniques can be used to improve the SNR by 
0.5-2dB depending on the sparseness of the original 
data. 

Grey Scale Restoration Results Face Image 

Lena Image Restor'n # of iter'ns. 
Data loss SNRdB No 

50% 26.08 5 
90% 19.44 10 
95% 17.41 15 

1.10 Post Processing of Images 
Sparse images both colour or grey scale may be 
regarded as randomly sub sampled images. The 
morphological restoration methods enumerated here 
do not have any spatial frequency limitation. An 
image with 10% data is nominally equivalent to sub 
sampling on a 3x3 grid. Thus artefacts due to higher 
spatial frequencies will be present in the restorations. 
For grey scale images, the higher spatial 
frequencies may be filtered by using averaging or 
smoothness based techniques to attenuate the 
higher spatial frequencies. This process may be 
repeated as long as the original data is enforced 
subsequent to averaging. 

For such high data loss picture restoration, we have 
found that post-processing of the restoration using 
median filtering techniques reduces these artefacts 
by reducing the raggedness of region boundaries. 
Post-processing of the dense image data increases 
the SNR by up to 1 dB. This additional processing 
becomes significant due to the errors produced by 
the NGN filter when data is sparse. At high data 
loss levels, it was found median filter spatial errors 
were outweighed by the increase in uniformity due 
to the removal of outliers due to colour mixing at 
region boundaries caused by the NGN filter. A 
further small improvement is achieved by data 
enforcement after median filtering. Data 
enforcement or posting is the replacement of the 
restored image pixels after median filtering with 
the sparse data values in the original corrupted 
image. Other pixels remain the same. The colour 
image street scene gave visibly less artefacts and 
an SNR increase from 14.22 to 14.73 dB after 
median filtering and data enforcement. 
Objectively, the colour region edges looked less 
ragged after median filtering and data enforcement. 

Conclusion 
A new method of morphologically restoring images 
that have been corrupted by impulse noise has been 
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1 91: o.oo38 92: 0.0025 9a: 0.0011 J 
I 94: .0157 95: .0173 96: .0062 J 
l 91 . 1. . 0024 91 . 2• . 0016 9~: .0011 J 
I 94: .0099 9~: .0087 9~: .0062 J 

Table 6: First order information gains for M2 

All first order information gains and normalized infor-
mation gains are very small (the average of the normal-

1 )2 h' 't . ized gains is less than N3 = 0.0046 . In t 1s case, 1 1s 
hard to tell whether these gains are contributed by the 
attributes themselves or the deviation of the sample dis-
tribution of the training set from the real distribution. 
The second order analysis shows that the second order 
gains are much larger than the first ones although they 
are still fairly small (the normalized gain average is less 
than -J. = 0.0277). Using the same analysis procedure 
as that in previous two subsections, we find that A4, 
A5 , and A6 are first order selectable, and A~, A2 (they 
are not first order selectable but 9b is above the av-
erage 0.0164), and A 3 are second order selectable. This 
means that although each attribute alone contributes lit-
tle but the higher order combinations of the attributes 
may contribute a lot to the classification. Higher order 
information analysis is not needed since all six attributes 
are selected. We could either simply use the second or-
der gain average over each attribute as the weights of the 
attribute or use weights proportional to the reciprocal 
of the corresponding first information gains to reduce 
the deviation of the training sample from the real dis-
tribution. For example, using the reciprocal method, 
the network generated has a classification accuracy of 
87.3%. 

6 DISCUSSION 
Although the SGNT/SGNN method was mainly devel-
oped for the purpose of unsupervised learning and the 
class information is only used to assign weights to the at-
tributes (never used in training process), Table 2 shows 
that the performance of a supervised version of SGNT is 
encouraging. It can be seen that the supervised SGNT 
reaches perfect classifications for the testing sets of both 
M1 and M 3 . This means that SGNT performs very well 
for learning even with noise presented. The informa-
tion analysis and weight assignment method improves 
the performance nearly 20% over the corresponding un-
supervised SGNT. For M2 , the improvement is not so 
impressive because no direct correlation is found be-
tween the classification and the values of the attributes. 
We conjecture that the method proposed here does not 
help much in cases such as parity problems where the 
classification is not directly correlated with the values 
of the attributes. The AQ like methods reach a better 

2Using the reciprocal of the number of attributes is a good rule 
of thumb we employ to make approximate judgment. Normally, 
second order information gains are larger than first order ones. 
We use .J-3 for first order information gains and .J., for second 
order ones 
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performance because they generated new attributes to 
reflect the number of attributes belonging to different 
classes. The BP and the like seem very good for this 
kind of problems (M2 , parity, and XOR) but require 
efforts from human experts to design the network struc-
tures (including numher of hidden units, weight decay, 
etc.) manually. 

The speed comparisons in Table 7 show again that the 
SGNT method is much faster than any other supervised 
learning methods tested. The time spent by calculat-
ing the first and second order information gains for all 
three MONK's problems are the same, 0.3 second, and 
is not included in the training time given in Table 9. 
In general, the computation amount for the second or-
der information analysis is V(N 2 

• N;,ax · n), where N, 
Nmax, and n are the number of attributes, the maximum 
number of values of the attributes, and the number of 
training examples. In the supervised version of SGNT, 
there is no training set splitting and gain recalculation 
in ID3 and the like, nor the global network updating 
in BP type neural networks. The information gains are 
only calculated once before the training phase, the class 
information is never used again during training for re-
inforcement and there is no information loss caused by 
splitting the training set. The network is only locally 
updated each time and the irrelevant attributes to the 
classification problems are ruled out prior to the train-
mg. 

It turns out that the supervised SGNT method has 
quite a few attractive features comparing with the con-
ventional neural networks and the other unsupervised 
learning techniques in conventional AI: 

1. The structure is automatically generated for the ap-
plications at hand. The performance is quite sat-
isfactory. Whenever it is difficult to determine the 
right network structure, this method may well be 
considered as an alternative to conventional neu-
ral network methods such as backpropagation for 
which the network structures have to be skillfully 
determined by human experts. Some recent work 
shows that it is possible to automatically structure 
a neural network. 

2. There is not much waste of neurons and links to 
solve the current task. Therefore, some large scale 
applications such as mushroom classification, im-
age coding, and electronic yellow pages, etc. can be 
implemented on mini/personal computers without 
difficulty. The optimization, pruning, and simplifi-
cation techniques make our method more practical 
for large scale applications. 

3. There is no delay caused by the redundant neurons 
in conventional neural nets. Only a small part of the 
SGNT hierarchical structure needs to be searched 
to find the right place to update the network, and 
no reinforcement is necessary during the training 
phase. This provides the main speed advantage over 
most other learning methods, and makes it possible 
to apply our method to real time applications. 
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